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Executive 
summary

The Intertrust Time Series 
Database is a cloud-native, 
fully managed, infinitely 
scalable time series database.

The fast storage layer supports millisecond 
query response times. The historical data 
store uses a compressed columnar storage 
format (Parquet) and S3 or equivalent 
object storage as the backing store. This 
allows highly parallelizable, very high-
bandwidth read performance. Intertrust 
Time Series Database also supports 
duplicate storage of data in different 
arrangements defined as projections.

 These projections can be thought of as 
fully materialized indexes for datasets that 
have varying access patterns, thus enabling 
efficient data access at the expense of 
increased storage costs. This allows the 
user to configure very fast queries for as 
many query patterns as needed, by trading 
off storage costs against efficiency of 
access. Given the detailed configurations 
available, this cost need only be incurred 
in the cases where it is most beneficial. It 
currently supports OLAP workloads, and 
will also handle OLTP workloads in a single 
deployment.

The huge volumes of data from software 
systems, devices, and networks requires 
an underlying secure database for 
enterprise-scale data storage and 
querying needs. To support these data 
requirements, it must also be cost 
effective, highly performant, and scale 
effortlessly.

The Intertrust Time Series Database is 
purpose-built to meet this challenge. Its 
multi-tiered architecture supports fast,
low-latency access to recent data and 
cost-effective storage of older data. Low-
latency data is stored in a key-value store, 
while longer term data is stored in an 
object storage system, such as AWS S3. 

Older data is compressed for storage 
efficiency. Queries can be performed 
seamlessly across storage types, 
decompressing and merging data as 
needed. This approach gives the best of 
both worlds—efficiency and ease of use.
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Key features 
and capabilities

Key features

• Automatic multi-tiering for hot and cold 
storage that supports fast, low-latency 
access to recent data and cost-efficient 
storage of older data 

• Supports streaming and batch 
data from 100M+ parallel device 
investigations 

• Capability to write multiple, 
transformed copies of data into 
projections for efficient querying 

• Supports querying across a large 
variety of sources, decompressing and 
merging data as needed 

• Fully governable, allowing users to 
configure row- and column-level  
access controls   

• Supports schema on ingestion and 
pseudonymization 

• Offers independently scalable data 
pipeline components for ingestion, 
storage, and querying 

• Integrates with the Intertrust Platform 
for secure data access and governance 

• Full ANSI SQL support for data queries

To read data, the data store has a REST 
API. It also has an SDK that allows for 
easy creation of custom APIs that adapt 
to very specific needs, such as fitting in 
as the data store for an already existing 
front-end.

Intertrust Time Series Database is fully 
integrated with the Data Virtualization 
interface of Intertrust Platform as well. 
This interface allows users to configure 
row- and column-level access controls 
on the data, join the data from other 
databases with the data in the time 
series database. Data queries may be 
performed using the REST API or via a 
JDBC connection, with full ANSI SQL 
support for both interfaces.

The database creates and keeps an 
updated index of all the data in the store 
at all times. This allows the query engine 
to optimize the way data is accessed and
enables optimization of the cost of the 
queries. Compared to similar object 
store based databases, the query cost 
efficiency of Intertrust Time Series 
Database is highly competitive—both in 
terms of cost per byte of storage and 
also in cost per query performed. The 
database also offers very fine-grained 
access control across the data store.

In addition to reading data, modification 
of data is also possible. Both insert 
and delete operations are possible on 
existing data. These can be performed 
by the ingestion REST API interface.

The configuration of the data store is 
fully available via a simple REST API.

All of the protocols and tools used 
within the system are open and well-
documented. This allows users to easily 
extract the data when needed, without 
worrying about vendor lock-in or having 
their data held hostage.
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Data input methods to 
the Intertrust Time Series 
Database include:

Inserts
Storing set of values identified by a 
unique key new to the system 

Updates
Overwriting a set of values identified by a 
unique key already existing in the system 

Deletes
Removing a set of values identified by a 
unique key existing in the system

Data can be ingested in an arbitrary 
time order. However, to avoid data 
segmentation, it is better if data 
belonging to the same partition is 
ingested in time order.

Architecture  
overview

The time series database has APIs for 
data ingestion (by issuing data inserts, 
updates, or deletes). Ingestion can take 
place either by sending HTTP queries 
to REST endpoints, by publishing data 
records in predefined format to a Kafka 
queue, or by implementing custom 
integrations for data ingestion.

Upon ingestion the API data ends up in 
an internal Kafka topic. From there, time 
series data and partition metadata gets 
extracted, in real time, into hot storage. 
From the same Kafka topic, data also gets 
dumped as compressed chunks to object 
storage (S3) (also known as canonical 
storage) for later extraction into long 
term storage (also known as segment or 
cold storage). Extracted segments are 
indexed for efficient access. Finally, the 
data can be queried by the Data Access 
layer transparently from both hot and 
cold storages.
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Streaming data ingestion  
and storage

The Intertrust Times Series Database can 
handle very large volumes of incoming 
data packets from a large number of 
senders. It scales both to very large 
sustained loads (millions of requests per 
second) and also handles spiky ingestion 
loads with a smaller set of hardware 
resources. 

The Intertrust Time Series Database 
supports two interfaces for data 
ingestion: REST API and Kafka queue. 
For the latter, a Kafka Schema Registry is 
used to define the message format used, 
as well to provide support for message 
format/table schema evolution.

Both interfaces provide high throughput 
and low latency data ingestion based on 
the schema defined in datasets.

In order to support low latency access 
and high data rates, the data that is sent 
to the system is initially stored in a time 
series database or hot store. The data 
is stored in a row-oriented fashion and 
the keys are formed to allow efficient 
querying by partitions.

To define a partition, administrators first 
have to define selectors. Any categorical 
field in the dataset definition can be 
defined as a selector. A selector is 
essentially an index by which data can 
later be filtered. Partition metadata is 
extracted and stored in Elasticsearch to 
facilitate efficient data access.

After defining selectors, data can be 
ingested into the system.

Data extraction  
and compaction

Intertrust Time Series Database can be 
configured to periodically extract data 
from the canonical store into the long 
term cold store, where the data is stored 
in a much more efficient, compressed, 
and chunked format. The segment 
extraction period is configurable. After 
the data is replicated to the cold store, 
relevant rows will be deleted from the hot 
store.

For each record, the values of the 
selectors are extracted and all rows of 
data having the same values for all
selectors are stored in one segment. This 
allows flexible subdivision of the data 
into chunks that can then be queried 
efficiently. In addition to storing the data 
into the segment store, enough metadata 
is also stored to support efficient queries.

Data extraction runs periodically, 
producing data segment(s) per partition. 
The number of segments extracted 
depends on whether the extracted data 
contains records belonging to previously 
extracted segments (either because the 
data arrives out of time order or is an 
update to already ingested data). With no 
updates and with no out-of-order data, 
each extraction produces one segment 
per partition, at most.

Over time, the number of segments per 
partition can grow and lead to suboptimal 
data access. To address this problem, 
the Intertrust Time Series Database can 
be configured to run data compaction. 
During compaction, selected segments 
belonging to the same partition will be 
merged into the new, bigger segment; 
eventually, the smaller segments will be 
discarded from the system.

Projections support

Many databases struggle to efficiently 
query across many devices in parallel. 
In contrast, the Intertrust Time Series 
Database has a feature called Projections 
that makes multiple copies of the data, 
each optimized for a specific type of 
query.

To efficiently support different data access 
patterns, the database can be configured 
to create redundant copies of the table 
data with a different partitioning scheme. 
For each defined projection, the system 
will run independently of data extraction 
and compaction cycles.

When querying data, one has to explicitly 
define the projection to be used.

Data access

The database’s data access layer can 
merge data from both the hot storage 
database and the cold data store (with 
varying access latency). The data access 
layer is also responsible for deduping 
overlapping rows, so the query result is 
guaranteed to contain only unique rows.

Data can be accessed through the Data 
Virtualization interface as SQL statements. 
In addition, the database has its own data 
access API as well.

Using the platform’s data virtualization 
capabilities also means you can give 
third-party analytics vendors access, 
without having to risk transferring the 
physical data.

The data access API allows filtering 
data by parameters and returning it 
in JSON format. Internally, the data 
access API accepts queries, performs 
query planning, data caching, and plan 
execution in a highly parallel fashion. 
The API structure makes it easy to build 
application-specific API endpoints using 
components from the default API.
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Infinite linear scalability

Unlike typical time-series databases, 
Intertrust Time Series Database does not 
divide compute resources between data 
ingestion and data queries. This gives it a 
substantial performance advantage.
 Because it is cloud-native and can scale 
elastically there are also no size limitations 
nor performance overhead penalties with 
larger, scaling data workloads. 

Securing existing data stores

For organizations which have data 
storage and access mechanisms in 
place, but seek better security and 
access control, Intertrust offers secure 
data interoperability with minimal 
changes to the existing infrastructure. 
 
About Intertrust Platform
Intertrust Platform lets businesses 
secure, govern, and monetize their 
data, across any cloud service or 
infrastructure. The platform can be 
deployed in all the major cloud services 
(AWS, Azure, Google Cloud) as well as 
private data centers and on-premises 
enterprise networks. It leverages 
container orchestration technologies 
such as Kubernetes and Docker to make 
deployments cloud-agnostic. It has 
three core features that make it unique. 

Data Rights
Management

Audit Services

Identity and Access 
Management

Any Cloud

IoT

Any Cloud

Data Centers

Databases

Data Virtualization

Secure 
Analytics 

Development

Governance

Data Centers

Sources

Destinations

Databases

Data virtualization
• Eliminates the need to duplicate data 

across an organization or consolidate 
data into a single warehouse.

• Enables you to securely govern, 
process, and exchange data across 
datastores and work with diverse data 
types and formats.

Data governance
• Enables granular control of consent 

down to a dataset row, column, or a 
single cell, to grant (or deny) access  
to data for specific accounts, groups,  
or organizations. 

• Enforces all requests for data to go 
through the rights and permissions set 
by the data owner. 

Secure execution environment
• Enables data owners and analytics 

providers to work together without 
exposing intellectual property.

• Enables an isolated governed 
execution environment for the 
deployment of data-driven services  
and computational workloads. 
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An ideal IoT data store

There is a tremendous surge in the 
number of internet-connected and 
programmable “smart” devices coming to 
market, thanks in part to steep declines in 
the cost of microcontroller products and 
memory, combined with longer battery 
life. The data generated and transmitted 
by these IoT devices are likewise growing 
at an exponential rate. A modern wind 
turbine, for example, has more than 1,000 
sensors attached to it and generates 
about 51,000 data streams per megawatt 
(MW). A solar panel can generate almost 
436,000 data streams per MW.

This data contains useful insights that can 
enable new business models and
improvements in efficiency or profitability 
for existing business lines. However,
to extract value from these datasets, the 
data must be stored and analyzed. Data 
analysis and predictive or prescriptive 
algorithms require a fair amount of 
historical data to be stored.

If data storage is inefficient, the cost 
of storage and processing becomes 
prohibitive or too slow to be useful.
The Intertrust Time Series Database is 
optimized for handling both IT (ERP 
and CRM data) and OT data (machine- 
generated or sensor data). The platform 
can handle both signal and event data, 
stored either in columnar or log structures. 
It can also handle streaming, hot, and 
historical data.

The Intertrust Time Series Database lets 
you access the latest data with low latency 
and historical data is also easily and 
quickly queryable while also being very 
cost-effective to store.

Hot data store is used for very low- latency 
access to small amounts of data. For 
example, reading the latest measured 
value from a temperature sensor or 
reading yesterday’s production data from a 
wind turbine. Cold (historical) data store is 
for storing very large amounts of data with 
very low storage costs. The data in the cold 
data store is highly compressed, using 
methods that work well for sensor data.

The Intertrust Time Series Database enables 
Livisi’s SmartHome IoT data solution.

SmartHome
Customer

Custom API 
Endpoints

Data Interfaces

Pseudonymizer

Ingestion API

Data Access API

Client Certification
and Authorization

Access Token
Authentication

Livisi

Intertrust

Partner

Time Series Database

Livisi Data AccessJDBC

Partner Data Access

Livisi AdministrationAdministration

Hot Data

Cold Data

SmartHome
Application API

SmartHome
Backend Services

SmartHome
Devices + Controller
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Data querying
IOT data processing benefits from the 
ability to do both low-latency queries 
for data about single devices and large 
analytical queries across devices. With 
Intertrust Time Series Database, you can 
configure the hot store separately from 
the cold store and also create projections.

The hot store is perfectly suited for 
low-latency queries of recent data from 
a single device or a small number of 
devices. It can give responses with 
latencies measured in milliseconds, even 
against real-time data from millions of 
devices. For querying longer time-series 
data for a small number of devices, 
the cold store provides a very wide 
bandwidth, highly parallelized connection 
to the data store, so that large amounts 
of data can be extracted with very high 
bandwidth.

Data security
Combined with the Intertrust Platform, 
security during data ingestion can 
be configured on a per-table basis, 
fully utilizing the system’s role based 
access control. During data queries, the 
platform’s virtualization capability enables 
both a RBAC system and a content-aware 
restriction system. If queries are sent 
directly to ITSDB, then only the RBAC 
system is available for use.

GDPR and other data protection 
regulations can be implemented 
via custom data processors that can 
implement data pseudonymization or 
other methods to make PII data handling 
compliant.

Compared to storing CSV files on HDFS 
on AWS, Intertrust Time Series Database 
provides a 30x cost reduction, while 
maintaining very high performance.

All data stored in the Intertrust Time 
Series Database is secured using 
Intertrust security and is available via the 
Intertrust Platform interoperability layer.
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Collaboration with stakeholders and 
partners, such as third-party analytics 
providers, is as important as the 
management of existing data sources, 
from both IT and OT systems and their 
many locations and formats.

The Intertrust Time Series Database is 
specifically built for organizations
requiring a fully managed, cost-efficient, 
scalable, compressed, time series 
database. The automatic options of the 
database support fast, low-latency access

Conclusion
to recent data and cost-efficient storage 
of older data. Supporting streaming 
and batch data from hundreds of data 
sources in parallel using common 
industry standards like Kafka, JDBC, 
and REST API, the Intertrust Time 
Series Database is a highly versatile, 
competitive offering. Contact your 
Intertrust account manager to find out 
how Intertrust can help optimize your 
database management processes and 
power your data-driven business.

With data growing at 
unprecedented rates around 
the world, making it available 
and useful while also keeping 
it secure and interoperable 
has become critical.

Terminology
Partition
Partition is a subset of rows having an identical set of 
selector values. For example, a typical partition in a table 
for device data would be a single device, where the only 
selector defined for the table is a device identifier.

Partitioning scheme
Partitioning scheme is a set of selectors defined to 
determine how table rows are organized, thus determining 
optimal data access pattern.

Projection
Projection is a replicated physical representation of the 
primary table data having different partitioning schemes. 
Multiple projections can be defined for the table to 
provide different data access patterns at the expense of 
storage redundancy.

Segment
Segment is a physical file stored in an object storage 
containing contiguous rows of data belonging to the same 
partition. Rows in segments are ordered by time. Data in 
each partition can be stored in multiple segments.

Selector
Selector is a special non-null variable used in a row key.  
A row key can have multiple elements, i.e., selectors.  
In general, selectors should be chosen in a way that creates 
reasonably large clusters of data, balancing the throughput 
of querying with the latency of filtering out the needed data.

Table
A Table in Intertrust Platform is a set of data elements 
organized as rows of variable values. 

Variable
A variable is an element of a table, identified by name and 
having determined data type (int, double, boolean, string 
etc.). It can optionally have units defined for values semantic 
interpretation (e.g., used for extracting canonical timestamp 
values from a time axis variable), and optional metadata.
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